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Abstract—The RISC-V ISA has driven a proliferation of
open-source processor implementations with highly customizable
features. Existing hardware verification methodologies validate
ISA compliance and microarchitectural behavior, but often fail
to expose system-level defects that emerge only under a full oper-
ating system. Conversely, software-driven continuous integration
(CI) platforms such as KernelCI assume a stable hardware
foundation, leaving a critical verification gap for emerging RISC-
V softcores. This paper argues that, for an open ISA, hardware
and software should be co-evolved within a single CI loop rather
than validated in isolation, and develops this into a concrete
methodology we term hybrid HW/SW CI. It builds on two
principles: treating an FPGA-hosted soft-core as a persistent CI
runner rather than a one-off prototype, and closing a bidirectional
co-evolution loop in which an evolving soft-core and software
stack are exercised against one another on real hardware at
every commit. We realize it by bridging two previously disjoint
CI systems, ProcessorCI (HW) and KernelCI (SW), through an
FPGA-in-the-loop platform built on the LiteX SoC generator, and
evaluate it across six diverse RISC-V implementations: Rocket,
VexIIRiscv, NaxRiscv, CVA6, BlackParrot, and OpenC906. By
exposing a concurrency fault in a quad-core Rocket configuration
that passed single-core simulation and boot tests, we show the
methodology can identify defects invisible to either domain in
isolation.

Index Terms—RISC-V, Continuous Integration, Hardware Ver-
ification, FPGA Prototyping, System-on-Chip, Linux

I. INTRODUCTION

The adoption of open Instruction Set Architectures (ISAs),
particularly RISC-V, has transformed processor development.
Unlike proprietary ecosystems with few implementations,
RISC-V hosts hundreds of open-source cores, from small
embedded systems to multicore processors capable of running
full operating systems such as Linux. Many cores also derive
multiple architectural configurations from a single base design:
cache hierarchy, core count, MMU and IOMMU support, word
size, and peripherals can be tuned for specific performance,
area, or power targets. This flexibility is a central advantage
of the ecosystem, but it greatly expands the design space and
complicates validation.

Processor verification is historically one of the costliest
stages of hardware development [1]. Many methodologies
address it, including compliance suites, formal verification,
random instruction generation, co-simulation with instruction
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set simulators, and continuous integration, primarily validat-
ing ISA correctness and microarchitectural behavior. These
approaches, however, have limited visibility into defects that
appear only at the system level. A full operating system
exercises components rarely stressed by traditional flows, such
as virtual memory, exception handling, cache hierarchies,
interrupt controllers, timers, and bootloaders. Consequently,
cores that pass compliance tests and simulations may still fail
during OS boot or under complex workloads.

In parallel, the software community has consolidated contin-
uous integration to validate operating systems at scale. Projects
such as KernelCI [2] automate the compilation, deployment,
booting, and testing of the Linux kernel across many archi-
tectures and platforms. Yet a gap separates the two validation
levels: hardware-oriented CI verifies the processor in isolation,
whereas OS-oriented CI assumes a stable, previously validated
platform. Automated OS-level validation therefore remains
underexplored for RISC-V soft-cores, especially on FPGAs,
leaving an intermediate zone where subtle hardware faults
remain invisible until a complete software stack runs.

This work presents an automated OS-level verification
framework for RISC-V soft-cores implemented on FPGAs and
uses it to develop and evaluate a broader methodology we
call hybrid HW/SW CI. Rather than treating software tests as
a fixed regression suite run against evolving hardware, the
framework closes a bidirectional loop in which an evolving
soft-core and an evolving software stack are exercised against
one another on real hardware at every commit. The method-
ology enables the systematic evaluation of different RISC-
V implementations and architectural configurations (cache
variations, virtual memory support, and multicore setups)
while automating the traditionally manual steps of platform
bring-up. As detailed in the following sections, the specific
contributions of this paper are: (1) A methodology for hybrid
HW/SW continuous integration; (2) An open-source, end-to-
end realization of this methodology that bridges hardware
and software flows through an FPGA-in-the-loop platform;
(3) an evaluation across six diverse RISC-V cores and multiple
configurations. The remainder of this paper is organized as fol-
lows. Section II reviews related work in open-source hardware
validation. Section III provides the background on the utilized
toolchains. Section IV defines the conceptual framework of
hybrid HW/SW CI. Section V details the methodology and
the automated bridging infrastructure. Section VI describes the
experimental setup. Section VII presents the evaluation results



and failure characterization. Finally, Section VIII concludes
the paper.

II. RELATED WORK

Open-source hardware, driven largely by RISC-V, has re-
shaped how processors are designed and studied [3]. System-
on-chip generators accelerate the creation of custom designs
and their evaluation on FPGAs [4], [5], and the community has
produced increasingly complex cores that run complete oper-
ating systems [6], [7]. As new features and custom extensions
accumulate [8], [9], ensuring correct hardware–software inter-
operation grows harder. To detect defects before fabrication,
researchers combine formal methods [10], randomized model
comparison [11], and directed tests that reach states hard to
trigger manually [12].

Although these techniques continue to mature [13], most
analyze instructions or circuit blocks in isolation and miss
systemic defects that surface only under a running operating
system. The hardware community has thus begun adopting
Continuous Integration (CI) practices standard in software
engineering [14]: cloud-based workflows compile RISC-V
cores and run regression tests automatically [15]–[17], and
some efforts unify hardware and software testing. LastLayer
couples RTL simulation with software in a CI flow [18],
while “Test, Build, Deploy” applies containerized CI/CD and
specification mining to open-source RTL such as PicoRV32
[19].

These efforts confirm that unifying hardware and software
validation is increasingly central; yet, two aspects remain
underexplored. First, FPGA prototyping is typically a discrete
verification step rather than a standing execution resource
embedded in software CI. Second, the software side is treated
as a fixed oracle run against evolving hardware, not an artifact
that co-evolves with the core. Our work targets both gaps:
it keeps the FPGA-hosted soft-core online as a persistent CI
runner and closes a bidirectional co-evolution loop, validating
processor modifications through the boot of an unmodified
mainline Linux kernel and its native test suites, with results
published to the same KernelCI dashboards used by upstream
maintainers.

III. BACKGROUND

In this work, we use several tools to build a soft-core
verification pipeline. The selection criteria were open-source
availability and ease of integration into our framework. Pro-
cessorCI, the RISC-V boot toolchain, and LiteX are the main
selected components.

A. Processor Verification and Continuous Integration
The adoption of agile development practices within the

RISC-V ecosystem has motivated the application of Contin-
uous Integration (CI) methodologies to processor design. In
previous work, we proposed ProcessorCI [15], an automated
infrastructure for processor validation that integrates synthe-
sis, RTL simulation, and the collection of physical metrics.
Subsequent works have expanded this approach to encompass
parametric exploration [16] and large-scale verification [17].

RISC-V cores
RTL + silicon

System software
kernel + toolchain

Persistent CI runner
always-on substrate

FPGA
soft-cores

Real RISC-V HW
servers / silicon

Core verification
RTL & silicon

SW verification
boot & kernel tests

ISA certification
extension compliance

Unified HW/SW CI/CD pipeline

co-evolution: hardware and software evolve together

Fig. 1. Conceptual architecture of the proposed unified HW/SW CI/CD
framework. A persistent CI runner — instantiated either as FPGA-hosted
soft-cores or as real RISC-V hardware — exercises both hardware and
software sources in the same pipeline, enabling three classes of application:
core verification, software verification, and ISA extension certification. The
feedback loop makes hardware and software co-evolve continuously rather
than being validated in isolation.

B. Linux Boot Flow on RISC-V

The execution of a full operating system imposes signifi-
cantly broader requirements than those observed in traditional
processor testing. On RISC-V platforms, the Linux boot
process involves multiple software layers. Following FPGA
configuration, execution begins in OpenSBI [20], which is
responsible for providing Machine Mode services and prepar-
ing the environment for the operating system. Subsequently,
control is transferred to a bootloader, typically U-Boot [21],
which loads the Linux kernel and the hardware description
(Device Tree). Finally, the kernel initializes the platform
subsystems, configuring virtual memory, interrupts, timers,
and other resources necessary for user-space execution.

C. LiteX and Automated Platform Generation

LiteX is an open-source framework for generating FPGA-
based System-on-Chip (SoC) designs. The tool provides a
modular infrastructure for integrating processors, memory
controllers, interconnection buses, and peripherals, enabling
the construction of complete systems from parameterizable
components. Through a unified interface, LiteX supports the
integration of different softcores and the automatic generation
of the hardware components required to run operating systems.
This simplifies the creation and maintenance of FPGA-based
platforms and allows for the generation of multiple hardware
configurations from a single infrastructure.

IV. THE HYBRID HW/SW CI CONCEPT

The openness of RISC-V introduces a structural verification
gap. In proprietary ecosystems, a small number of vendors co-
design silicon and software in lockstep. In contrast, the RISC-
V ecosystem typically separates these domains: hardware CI
flows validate processor microarchitecture in isolation, while
software CI flows assume a stable hardware target. Conse-
quently, defects residing in the intermediate zone—such as
subtle MMU or interrupt controller faults that pass compliance
suites but fail under a full OS boot—often remain invisible to
both isolated CI pipelines.

This work proposes that hardware and software for an
open ISA should not be validated in isolation but co-evolved
within a single continuous-integration loop. We refer to this



general idea as hybrid HW/SW CI: a methodology in which
evolving hardware and an evolving software stack are exer-
cised against one another on real hardware on every com-
mit, so that improvements in one domain continuously drive
improvements in the other. Figure 1 captures this vision.
Hardware and software sources feed a persistent CI runner,
which can be either FPGA-hosted soft-cores or real RISC-
V silicon. The runner enables three classes of applications:
core verification, software verification, and ISA extension
certification. A feedback loop closes the system so that the
two domains co-evolve rather than advance in isolation. The
vision is deliberately platform- and core-agnostic. This paper
materializes one concrete instance of it, scoped to RISC-V
soft-cores and the system software stack.

A. Contributions Over Previous Works

While prior efforts have brought CI/CD practices to open
hardware [15], [19] and have placed FPGA-based validation
inside a RISC-V design flow [22]–[24], the hybrid-CI idea is
distinguished by two principles that, taken together, reframe
what the CI loop is for.

1) Bidirectional co-evolution of hardware and software.
Existing work overwhelmingly treats the software side of
validation as a fixed regression suite run against evolving
hardware: the software is an oracle, and only the hardware
is under development. The hybrid loop instead treats both
sides as first-class, co-evolving artifacts in the same pipeline,
with bidirectional feedback, i.e., software test outcomes inform
the hardware flow, while changes to the hardware trigger re-
validation of the software that targets it. This is the feedback
path drawn in Figure 1, and it is the mechanism by which
the two domains mature together rather than in alternating,
manually synchronized steps.

2) Real hardware as a persistent CI runner. Prior
approaches generally use hardware prototyping as a discrete,
one-off verification step: a design is placed on a board,
checked, and removed. The hybrid loop instead keeps the
target online as a persistent execution resource, which is the
central runner of Figure 1, that behaves like any other runner
in a software CI system: continuously available to receive
deployments and return results. The hardware thereby becomes
a standing target in the software CI infrastructure rather than
a transient artifact of a verification run.

V. METHODOLOGY

To materialize the vision of a hybrid continuous integration
(CI) between hardware and software and eliminate the gap
between synthesis and operating system validation without hu-
man intervention, an end-to-end automation pipeline has been
developed. The main challenge of this integration lies in the
fact that any architectural modification to the processor, such
as the addition of a peripheral, memory map alterations, or
the complete replacement of the core, requires corresponding
updates to the system’s software stack.

As illustrated in Figure 2, the framework solves this problem
by acting as a bridge between two existing CI systems: Proces-

sorCI [15] (hardware flow) and KernelCI [2] (software flow).
This environment is integrated through an FPGA-in-the-loop
platform, which acts as a persistent runner in the integration
cycle, focusing specifically on the verification of RISC-V soft-
cores and the real-time execution of the operating system.
The methodology enables this flow through a strict separation
between configuration and execution, combined with dynamic
information transfer between hardware and software.

A. Infrastructure Abstraction and Automated Generation (Pro-
cessorCI)

To manage a diverse matrix of platforms and soft-cores, the
framework employs a hierarchical configuration system based
on YAML files, divided into two orthogonal domains:

• Board Configurations: Describe the physical character-
istics of the platform (clock frequency, I/O interfaces,
Ethernet controllers).

• Core Configurations: Define the processor architecture
(CPU variant, ISA extensions, cache memory sizes).

For distributed execution, the system relies on an inven-
tory management layer. Each CI host maps the connected
FPGA boards using USB serial numbers, JTAG interfaces,
and MAC/IP addresses. When ProcessorCI initiates a task
(triggered by a commit), the system allocates the appropriate
board and triggers a Python script that processes the YAMLs to
build the generation command for the LiteX framework. This
process abstracts RTL code generation and invokes synthesis
tools to produce the final bitstream, in addition to extracting
the design’s physical metrics (area, power, and maximum
frequency).

B. Dynamic Transfer Between Hardware and Software

The most critical step in ensuring co-evolution between the
teams is ensuring that the bootloader and Linux kernel remain
synchronized with the newly synthesized bitstream. Since the
memory map varies with each build, the pipeline executes the
following automated steps:

1) CSR Extraction: LiteX exports the memory map of the
Control and Status Registers (CSRs) and peripherals in
JSON and CSV formats.

2) Device Tree Generation: A script converts these files,
reconstructing the hardware topology into a Device Tree
Source (.dts) file.

3) Firmware Compilation: The .dts is compiled into
a Device Tree Blob (.dtb), which is dynamically in-
jected into the OpenSBI build, producing a custom boot
firmware (fw_jump.bin).

This technique eliminates the traditional kernel panic fail-
ures caused by outdated static descriptions.

C. System Deployment and FPGA-in-the-loop (KernelCI)

With the bitstream programmed via JTAG, the board be-
comes operational as an active runner. The LiteX BIOS per-
forms initial checks (memory and network) and automatically
loads OpenSBI, the Linux Kernel, and the rootfs via TFTP
protocol. Storage is decoupled from the hardware: the system



Build trigger
commit → Jenkins

LiteX SoC gen
core + peripherals

Synthesis
Vivado / open

Bitstream
+area · power · freq

RISC-V SoC on FPGA
softcore under test

Boot stack
OpenSBI · Linux

Host control
UART/JTAG · serial logs

Boot smoke tests
reach userspace

KUnit
kernel unit tests

kselftest
regression suite

Results dashboard
pass / fail history

ProcessorCI · HW CI FPGA-in-the-loop KernelCI · SW CI

RISC-V core matrix
6 cores × configs

Kernel + toolchain
Linux · compiler

co-evolution: SW and soft-core evolve together

Fig. 2. Architecture of the unified HW/SW Continuous Integration framework.
A configuration matrix feeds ProcessorCI, which synthesizes the LiteX SoC
and programs the FPGA. The FPGA-in-the-loop platform boots the full stack
(OpenSBI/Linux) and acts as a persistent runner, where KernelCI orchestrates
tests via the serial console. The results feed the bidirectional co-evolution loop.

operates on a RAMFS and persistent data is mounted via NFS,
completely eliminating manual SD card flashing.

Once OpenSBI initializes Machine Mode and the kernel
reaches userspace, KernelCI takes control. The runner con-
tinuously monitors the serial UART interface to validate the
boot smoke test and initiates regression suites. Internal kernel
tests are validated via KUnit, while the userspace interface
is attested by kselftest. Results and logs are aggregated
and sent to the KernelCI dashboard, closing the bidirectional
feedback loop that enables simultaneous HW and SW devel-
opment.

VI. EXPERIMENTAL SETUP

We deployed and validated the infrastructure in a dedicated
heterogeneous laboratory environment to evaluate the scala-
bility, hardware independence, and viability of the proposed
framework. Our setup isolates computation-heavy tasks from
physical hardware management, ensuring a reliable execution
loop.

A. Laboratory Infrastructure Topology

Orchestrating a continuous integration farm with real FPGA
hardware requires a robust physical and network topology
to prevent bottlenecks and hardware degradation. Figure 3
illustrates the physical architecture deployed in our laboratory
to support the automated pipeline.

EDA Build Node
(Vivado Synthesis)

CI Host Runner
(Inventory & Logs)

Network Services
(TFTP / NFS Server)

Dedicated Gigabit LAN

Arty A7

Nexys 4

Kintex-7
USB (JTAG / UART) Ethernet

Bitstream

Fig. 3. Physical laboratory infrastructure. The CI Host Runner manages FPGA
programming and serial logging via USB, while a dedicated Network Services
node provides the OS payload and rootfs over Ethernet.

The infrastructure is logically and physically partitioned.
Heavy computational tasks, such as generating the RTL and

executing the Xilinx Vivado synthesis flows, are dispatched to
dedicated Electronic Design Automation (EDA) build nodes
equipped with high memory capacity.

Once the hardware synthesis completes, the artifact (bit-
stream) is transferred to the CI Host Runner. The runner acts
as the physical gateway to the board farm. It interfaces with
the FPGAs exclusively via USB, utilizing multiple channels
of FT2232-based bridges to perform JTAG programming and
capture UART serial logs simultaneously.

Crucially, boards are physically wired to a dedicated Local
Area Network (LAN) managed by a Network Services node.
This node hosts a DHCP server, a TFTP server containing
the OpenSBI and Linux kernel payloads, and an NFS server
hosting the Linux root filesystem (rootfs). This physical de-
coupling guarantees that network boot configurations do not
interfere with external laboratory networks and provides the
Gigabit bandwidth necessary to quickly serve the OS payloads
to multiple soft-cores booting concurrently.

B. Hardware and Software Validation Matrix

The real-time operational evaluation utilized three distinct
active platforms in the matrix: Digilent Arty A7-100T, Digilent
Nexys 4 DDR, and OpenSource SDR Lab Kintex-7. Addition-
ally, higher-capacity FPGAs, such as the Xilinx VC709 and
ZCU102, are already mapped in the system’s inventory for fu-
ture evaluations involving larger-scale multicore architectures
and larger area cores.

In the hardware scope, the validation matrix was configured
to analyze six distinct open-source RISC-V processors: VexI-
IRiscv, CVA6, NaxRiscv, Rocket, BlackParrot, and OpenC906.
To explore scalability and concurrency, the Rocket processor
was evaluated in single-core, dual-core, and quad-core config-
urations, whereas the remaining processors were instantiated
as single-core systems. Logic synthesis and routing for all
designs were performed using Xilinx Vivado 2024.

In the software layer, validation was executed using
OpenSBI v1.3 as isolated firmware for Machine Mode ex-
ecution and a minimal userspace generated via Buildroot
2024.02, containing exclusively the structural dependencies
(rootfs) required to invoke the validation tools. The operat-
ing system was an unmodified mainline Linux kernel. The
version string 7.1.0-rc6-gddeeb000a8a corresponds to
a specific mainline development commit hash utilized at the
time of testing, ensuring a modern, pre-release staging envi-
ronment without requiring prior platform-specific patches. The
software testing methodology encompassed a full execution
of 117 KUnit test suites, comprising thousands of individual
assertions—for instance, the printf suite alone executed
492 discrete subtests. These suites comprehensively covered
core data structures (e.g., linked lists, hash tables, FIFOs),
cryptographic algorithms (e.g., Blake2s, SHA1, SHA256), file
system operations (e.g., ext4, FAT), and low-level kernel APIs
(e.g., power management, clock frameworks, IRQ handling),
alongside targeted kselftest modules for CPU hotplug-
ging, FPU state, and system memory footprint.



Hardware performance metrics (area utilization in
LUTs/Flip-Flops, power estimation, and maximum achievable
frequency) were automatically extracted from the post-
synthesis reports generated by Vivado through the ProcessorCI
flow. Software resilience metrics (boot time and success/failure
rates of unit tests) were obtained through the automated
analysis of logs captured uninterruptedly by KernelCI via the
UART interface across multiple interactive test suites.

VII. RESULTS AND DISCUSSION

The primary measure of success for a continuous integra-
tion infrastructure is its ability to reliably automate complex
development workflows across heterogeneous hardware archi-
tectures. The proposed framework successfully generated, syn-
thesized, and booted the complete software stack for the entire
processor–FPGA matrix evaluated in this work, demonstrating
the feasibility of employing an FPGA-in-the-loop approach for
continuous operating system validation.

A. Hardware Synthesis Metrics

The framework seamlessly adapted to the resource require-
ments of each processor implementation without requiring
manual modifications to synthesis constraints or top-level
wrappers. Table I summarizes the synthesis results obtained for
the OpenSource SDR Lab Kintex-7 platform. It is important
to note that these metrics account for the entire System-on-
Chip (SoC) footprint, including the CPU core, memory con-
trollers, AXI/Wishbone/TileLink interconnects, and standard
peripherals (UART, Ethernet MAC, etc.), as the same SoC base
infrastructure was utilized for all evaluated implementations.

The abstraction provided by LiteX proved highly effective
in managing the integration particularities of each processor
architecture, including the interfacing of Rocket’s TileLink
interconnect with the system AXI crossbar and the integration
of the NaxRiscv memory subsystem. More importantly, the
dynamic generation of the Device Tree completely eliminated
configuration errors traditionally associated with manual plat-
form integration. Switching the deployment target from the
entry-level Arty A7-100T to the Kintex-7 platform required
modifying only a single parameter in the build configuration.
The pipeline automatically regenerated the memory map,
rebuilt the Device Tree, and successfully booted Linux without
any addressing faults arising from differences in the physical
memory organization.

B. Prototyping Experience and LiteX Integration

Although LiteX significantly lowers the barrier to entry
for SoC generation, integrating new hardware targets and
complex out-of-order processors still presents practical engi-
neering challenges. As a direct contribution to the open-source
ecosystem, we actively developed support for the OpenSource
SDR Lab Kintex-7 board and integrated it into the LiteX
framework during the course of this research. Bringing up a
new FPGA platform requires accurately defining physical pin
assignments, clock domains, and peripheral interfaces, most
notably aligning the Ethernet PHY constraints required to

enable the TFTP/NFS network boot mechanisms employed by
our continuous integration infrastructure.

Nevertheless, we observed that once the initial board support
had been upstreamed into the LiteX ecosystem, extending
the CI pipeline to incorporate the new hardware became
remarkably straightforward. The YAML-based abstraction al-
lowed the newly integrated Kintex-7 platform to participate
immediately in the validation matrix without requiring any
modifications to the underlying pipeline logic.

Regarding processor integration, LiteX provides native
support for a broad range of open-source processor cores.
While integrating relatively simple in-order processors, such
as VexRiscv, is largely a plug-and-play experience, incor-
porating more sophisticated architectures, such as NaxRiscv,
introduces considerably more demanding architectural require-
ments. These integrations require appropriate interconnect
wrappers, including AXI, TileLink and Wishbone interfaces,
as well as carefully defined memory coherence domains and
accurate interrupt controller mappings. LiteX, however, miti-
gates much of this complexity by providing a comprehensive
library of preconfigured wrappers, substantially reducing the
engineering effort required to assimilate new processor cores
into the ecosystem.

Within this highly heterogeneous environment, the auto-
mated CSR extraction and dynamic Device Tree generation
mechanisms proved to be fundamental for minimizing the
friction inherently associated with these complex integrations.
By ensuring that the software stack accurately reflects every
modification introduced into the underlying hardware, this
automation completely eliminates repetitive and error-prone
manual synchronization tasks, thereby enabling a truly con-
tinuous hardware/software co-development workflow.

Despite the comprehensive support provided by LiteX, the
quality and stability of upstream processor integrations can
vary significantly. During our evaluation, we encountered
overwhelming integration failures with the BlackParrot and
OpenC906 implementations currently available in the LiteX
ecosystem. Both cores exhibited critical synthesis errors or im-
mediate boot-stage exceptions that prevented the generation of
a viable Linux-capable bitstream. Consequently, these two ar-
chitectures could not advance to the OS-level validation phase.
These failures highlight a critical reality of the open-source
hardware landscape: upstream availability and isolated RTL
simulation do not guaranty system-level operational stability,
further reinforcing the necessity for continuous, automated
integration pipelines.

C. Operating System Validation

Beyond identifying microarchitectural defects in mature
processor implementations, the primary contribution of this
work is the establishment of an automated methodology real-
ized through an infrastructure for the continuous validation
of hardware under active development. By autonomously
deploying the software stack through TFTP and NFS, the
proposed infrastructure sustained long-running software vali-
dation workloads while completely eliminating the bottlenecks



TABLE I
COMPREHENSIVE AUTOMATED VALIDATION MATRIX (TARGET: OPENSOURCE SDR LAB KINTEX-7)

SoC Core LUTs / FF Linux Boot KUnit kselftest Total Time Failure Characterization
VexIIRiscv (1x) 28418 / 24705 Pass Pass Pass ∼42m Stable baseline execution.
Rocket (1x) 34760 / 19246 Pass Pass Pass ∼45m Stable baseline execution.
Rocket (4x) 104280 / 57738 Pass Fail N/A N/A Deterministic lockless I/O concurrent fault.
CVA6 (1x) 53756 / 34179 Pass Pass Pass ∼50m Stable baseline execution.
NaxRiscv (1x) 33436 / 24035 Pass Pass Pass ∼48m Stable baseline execution.
BlackParrot N/A Fail N/A N/A N/A Synthesis mapping/integration error in LiteX.
OpenC906 N/A Fail N/A N/A N/A Immediate exception during OpenSBI handoff.
Note: Hardware metrics reflect the entire SoC footprint. Total time includes synthesis, network boot, and regression testing.

and operational overhead associated with physical storage
media, such as manually programming SD cards.

Throughout the continuous evaluation process, the frame-
work successfully executed complete Linux boot sequences
and regression test suites using the mainline Linux kernel
version 7.1.0-rc6. Integrating the HW and SW CI work-
flows fundamentally changed the validation timeline. Running
a comprehensive OS-level validation, such as the full execution
of the 117 KUnit test suite, is highly computationally intensive.
On an entry-level platform like the Arty A7 equipped with a
single-core Rocket processor, this full software validation loop
takes approximately 45 minutes to complete.

This extended execution time rivals and frequently exceeds
the 5 to 25 minutes required for the Vivado RTL synthesis
of the underlying SoC. Rather than a temporal asymmetry
favoring fast software iteration, this reality highlights the
critical value of the Persistent CI Runner concept. Because the
hardware and software validation pipelines are completely de-
coupled, a successfully synthesized FPGA bitstream is cached,
and the board remains continuously online. Consequently, soft-
ware developers can deploy an updated Linux kernel via TFTP
and initiate long-running validation suites without incurring
the temporal penalty of hardware synthesis. To demonstrate
this capability, the pipeline automatically intercepts the serial
output of the target board, parsing the execution of unit tests
directly instantiated in the soft-core memory.

[ 361.271387] # Totals: pass:12 fail:0 skip:1 total:13
[ 361.276842] ok 37 blake2s
[ 361.284415] KTAP version 1
[ 361.287426] # Subtest: sha1
[ 361.290255] 1..11
[ 361.334112] ok 1 test_hash_test_vectors
...
[ 1598.950354] kselftest: Running tests in cpu-hotplug
# timeout set to 45
# selftests: cpu-hotplug: cpu-on-off-test.sh
not ok 1 selftests: cpu-hotplug: cpu-on-off-test.sh # exit=127
...
[ 1599.932279] kselftest: Running tests in size
# ok 1 get runtime memory use
# 1..1
ok 4 selftests: size: get_size

Fig. 4. Excerpt of an automated serial log capture during a test cycle,
demonstrating the OS-level validation of cryptographic subsystems and system
size directly on the FPGA soft-core.

An illustrative example of a successful KUnit and
kselftest verification phase, automatically parsed by the

infrastructure, is shown in Figure 4. Executing cryptographic
subsystem validation (e.g., Blake2s and SHA1) through
KUnit, alongside userspace memory footprint evaluations via
kselftest directly on the FPGA hardware, provides a level
of execution fidelity that conventional RTL simulators are
unable to achieve within practical development times. These
outputs are subsequently JSON-formatted and pushed to the
standard KernelCI dashboard, allowing hardware engineers to
track regressions using the exact same web interfaces utilized
by Linux kernel maintainers.

The automated pipeline’s ability to expose complex, system-
level concurrency bugs is demonstrated by a targeted case
study involving the Rocket core. While single-core and dual-
core configurations successfully passed all validation suites,
the quad-core configuration revealed a critical and determin-
istic failure. Specifically, the quad-core system consistently
crashed during the printk-ringbuffer KUnit test, which
heavily stresses concurrent memory access and lockless I/O
buffer management across multiple threads. To isolate the root
cause, we verified that the FPGA bitstream met all strict timing
constraints, ruling out physical timing violations. Furthermore,
the LiteX AXI/TileLink interconnect wrappers and interrupt
mappings remained identical to the stable dual-core baseline.

Because the failure is highly reproducible exclusively under
heavy concurrent load and isolated from peripheral routing,
the data strongly points to an architectural edge case in
Rocket’s cache coherence protocol or memory consistency
model rather than a platform integration artifact. This defect
remains entirely undetectable in single-core RTL simulations
and standard boot tests, proving the necessity of persistent,
multicore OS-level validation.

D. Discussion and Architectural Comparison

The proposed automated pipeline significantly reduced the
overall verification cycle by eliminating manual intervention
during platform bring-up. In a conventional manual workflow,
compiling the software stack, generating a consistent Device
Tree, programming the FPGA, and initiating network boot
mechanisms typically requires 45 to 90 minutes of dedicated
engineering time per iteration, a process highly susceptible
to human error. This HW/SW Hybrid CI framework reduces
this entire workflow to a fully automated trigger executed
in milliseconds, with the subsequent test cycle proceeding
deterministically without human intervention. Moreover, since



the underlying ProcessorCI ecosystem already supports the
synthesis and RTL simulation of over 100 distinct RISC-V
cores, this work lays the groundwork for a massive scale-up
in automated OS-level validation.

Furthermore, subjecting these processors to the stringent
requirements of the KernelCI ecosystem highlights the grow-
ing maturity of the open-source RISC-V ecosystem. The
ability of architectures ranging from simple 32-bit in-order
implementations to complex 64-bit out-of-order processors to
boot an unmodified mainline Linux kernel using a hardware-
agnostic continuous integration pipeline demonstrates that
the RISC-V ecosystem is steadily narrowing the gap with
established architectures such as ARM and x86. In these
mature ecosystems, hardware/software co-validation remains
largely confined to proprietary infrastructures. By bridging
ProcessorCI and KernelCI using entirely open-source tools,
the proposed framework simplifies system-level validation
and provides a practical blueprint through which emerging
processor architectures can rapidly achieve ecosystem maturity
via continuous, automated operating system-level validation.

VIII. CONCLUSION

This paper presents an automated OS-based validation
framework that bridges the gap between hardware continuous
integration and the Linux KernelCI infrastructure. By leverag-
ing LiteX to abstract FPGA platform generation and imple-
menting a dynamic hardware-to-software handoff mechanism
based on automated Device Tree generation, the proposed
methodology enables the bidirectional co-evolution of RISC-V
soft processors and the system software stack.

The experimental evaluation conducted across three FPGA
platforms and six processor implementations demonstrated the
viability of using real hardware as a Persistent CI Runner. This
approach substantially reduces the engineering effort required
for platform bring-up and ensures that emerging open-source
processor architectures can execute and co-evolve with modern
operating systems in a reliable and stable manner.

Future work will aim to expand the number of evaluated
processors, capitalizing on ProcessorCI’s existing support for
over 100 RISC-V core variations. This massive expansion
of the execution matrix will be paired with larger FPGA
platforms, such as the Xilinx VC709, enabling the automated
validation of complex multicore topologies and the integration
of formal RISC-V architectural compliance test suites directly
into the hardware-in-the-loop validation pipeline.
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